Relativity concept inventory: Development, analysis, and results

J. S. Aslanides and C. M. Savage*

Physics Education Centre, Research School of Physics and Engineering, Australian National University,
Canberra ACT 0200, Australia

(Received 28 February 2013; published 9 May 2013)

We report on a concept inventory for special relativity: the development process, data analysis methods, and results from an introductory relativity class. The Relativity Concept Inventory tests understanding of relativistic concepts. An unusual feature is confidence testing for each question. This can provide additional information; for example, high confidence correlated with incorrect answers suggests a misconception. A novel aspect of our data analysis is the use of Monte Carlo simulations to determine the significance of correlations. This approach is particularly useful for small sample sizes, such as ours. Our results show a gender bias that was not present in course assessment, similar to that reported for the Force Concept Inventory.

DOI: 10.1103/PhysRevSTPER.9.010118 PACS numbers: 01.40.Di, 01.40.Fk, 01.40.gf

I. INTRODUCTION

Concept inventories are used to assess learning in many areas of physics education [1]. When used to determine the effectiveness of educational innovations, they may contribute to the teaching development cycle. Since the literature on special relativity education research does not include a concept inventory, we have developed the Relativity Concept Inventory (RCI), available from the Supplemental Material [2].

Special relativity is interesting in a physics education research context because of its combination of deeply challenging concepts and simple mathematics. This is in contrast with quantum mechanics, which has a more complex mathematical structure. Nevertheless, the amount of physics education research on special relativity is small [3–16].

The relativity of motion is a central concept in both Galilean and special relativity. Both theories use inertial reference frames to describe motion. In the context of Galilean relativity student difficulties with inertial reference frames have been documented, in particular, a tendency to distinguish between “real” and “apparent” motion [10,11]. This observation has been reproduced in the special relativity context [8]. Another misconception reported in the literature is that special relativistic phenomena, such as time dilation and length contraction, are merely optical illusions [6,7].

Scherr et al. [12,13,15] have conducted in-depth studies of students’ understanding of special relativity, and of the relativity of simultaneity, in particular. They found that students commonly attribute the relativity of simultaneity to signal travel time. One RCI question (question 21) addresses this misconception directly. However, the relativity of simultaneity involves such a complex set of concepts that we also phrase some questions to specifically discourage this common misconception (questions 11 and 12).

In our data analysis we have paid particular attention to assessing the statistical significance of our results. To this end we developed and applied Monte Carlo simulation techniques suitable for the analysis of the statistical significance of correlations in data with small sample size.

In the next section we describe the process used to develop and validate the RCI. In Sec. III we characterize the students the RCI was administered to. In Sec. IV we describe the methods used to analyze the collected data, including the use of item response theory to control for the effect of student ability on correlations between questions, and Monte Carlo modeling. In Sec. V we present misconceptions diagnosed by the RCI and evidence for its gender bias. Finally, in Sec. VI, we suggest revisions of the RCI. We also argue that understanding the gender bias in concept inventories is a problem that should be addressed by physics education research.

II. DEVELOPMENT AND VALIDATION

Our primary purpose in developing the RCI is to provide an instrument for measuring changes in students’ conceptual understanding of special relativity. In this role it would be administered prior to instruction as a pre-test, and after instruction as a post-test. The change in students’ understanding is quantified by the normalized gain, described at the end of Sec. IVA. A second role for the RCI, especially in conjunction with the confidence testing, is to identify students’ misconceptions. This is discussed in Sec. VA.

The development of the RCI followed Adams and Wieman [17] insofar as our six month project schedule...
allowed. In particular, we conducted fewer student interviews than suggested by them. The only previous attempt to develop a concept inventory for special relativity is reported by Gibson [18].

The RCI has been validated by feedback from discipline experts, by detailed analysis of individual students’ responses, and by standard statistical methods [17,19]. Students’ RCI responses were also benchmarked against assessment items such as homework and an exam.

We first formulated a list of concepts that captured the learning goals of the introductory relativity instruction in the Physics 2 course at The Australian National University (ANU), described in the next section. These concepts were also informed by relevant textbooks [20] and the physics education research literature [3–16].

The RCI validation was an iterative process of constructing questions that are demonstrably measuring students’ understanding of important concepts in special relativity. There are two components to this: the experts’ judgement and the students’ interpretation. A group of experts in relativity determined that the RCI is asking the right questions, and students’ responses to the RCI were analyzed to ensure that they were interpreting the questions as intended.

The process started with 14 draft concepts of introductory relativity on which expert feedback was obtained from 30 international respondents using an online survey [21]. Agreement with the appropriateness of the concepts in our list ranged from 100% to 50%. After individual consideration, concepts with agreement below 75% were removed from the list. The final list of nine concepts is given in Table I.

These concepts were used to develop 24 draft RCI multiple-choice questions, with up to four questions addressing each of the concepts. Where possible, distractors were chosen to represent common misconceptions documented in the literature. Expert feedback on the draft RCI questions was obtained from seven respondents using another online survey. In addition, a face-to-face interview was conducted with the ANU academic teaching advanced special relativity.

Following the expert validation, the draft RCI was administered to six fourth-year physics students. These students were also asked to write a sentence or two explaining their reasoning for each question. Next, the RCI was taken by three second-year students in think aloud format: students were asked to verbalize their thinking while answering the RCI questions. These students had taken the Physics 2 class the previous year. These sessions were recorded and transcribed for study.

The RCI was then administered online to the 2012 ANU Physics 2 class, prior to instruction as a pre-test, and after instruction as a post-test. Neither contributed to the course assessment. Although these administrations were part of the validation process, the data produced research results that are discussed in Sec. V. Because of the compressed project timeline, the development and analysis phases of the project overlapped.

Students’ RCI post-test responses were compared to their answers to the relativity questions in the Physics 2 midterm exam, which included short answer conceptual questions. This enabled individual students’ written reasoning to be compared with their RCI responses. Among the quantitative measures that demonstrate validity is the Pearson product-moment correlation coefficient [discussed in Sec. IVA and defined by Eq. (2)] \( r = 0.39 \) between the RCI normalized gains (discussed in Sec. IVA) and the relativity exam question marks.

Table I. The concepts tested by the RCI. In the questions column are the question numbers we classified as associated with each concept. Although some questions clearly test more than one concept, we have allocated each question to only one concept.

<table>
<thead>
<tr>
<th>Concept</th>
<th>Description</th>
<th>Questions</th>
</tr>
</thead>
<tbody>
<tr>
<td>First postulate</td>
<td>The laws of physics are the same in all inertial reference frames.</td>
<td>16, 18, 19, 20</td>
</tr>
<tr>
<td>Second postulate</td>
<td>The speed of light in a vacuum is the same in all reference frames.</td>
<td>3, 4</td>
</tr>
<tr>
<td>Time dilation</td>
<td>The time interval between two timelike separated events is shortest</td>
<td>5, 6, 7, 8</td>
</tr>
<tr>
<td></td>
<td>in the reference frame for which the two events are at the same position.</td>
<td></td>
</tr>
<tr>
<td></td>
<td>The time between these events is greater in all other frames.</td>
<td></td>
</tr>
<tr>
<td>Length contraction</td>
<td>The length of an object (defined as the space interval between two simultaneous</td>
<td>13, 14, 17</td>
</tr>
<tr>
<td></td>
<td>events at either end of the object) is the longest in the frame in which</td>
<td></td>
</tr>
<tr>
<td></td>
<td>the ends of the object are at rest, and is shorter in all other frames.</td>
<td></td>
</tr>
<tr>
<td>Relativity of simultaneity</td>
<td>If two events ( A ) and ( B ) are spacelike separated, then there exist</td>
<td>11, 12, 15, 21</td>
</tr>
<tr>
<td></td>
<td>inertial frames in which ( A ) precedes ( B ), and others in which ( B )</td>
<td></td>
</tr>
<tr>
<td></td>
<td>precedes ( A ).</td>
<td></td>
</tr>
<tr>
<td>Inertial reference frame</td>
<td>A coordinate system in which a free particle will maintain constant velocity;</td>
<td>1, 2</td>
</tr>
<tr>
<td></td>
<td>in particular, the concept that all inertial frames are equivalent.</td>
<td></td>
</tr>
<tr>
<td>Velocity addition</td>
<td>Velocities transform between frames such that no object can be observed</td>
<td>9, 10</td>
</tr>
<tr>
<td></td>
<td>traveling faster than the speed of light in a vacuum.</td>
<td></td>
</tr>
<tr>
<td>Causality</td>
<td>If two events are timelike separated, then the ordering of the events is</td>
<td>22, 23</td>
</tr>
<tr>
<td></td>
<td>fixed for all reference frames.</td>
<td></td>
</tr>
<tr>
<td>Mass-energy equivalence</td>
<td>Energy has inertia.</td>
<td>24</td>
</tr>
</tbody>
</table>
All this feedback was used to continuously improve the draft RCI. Wording was clarified when found to be ambiguous and questions were deleted and replaced when it was determined they were not adequately addressing desired concepts. In particular, questions 18, 19, and 21 were substantially changed between the pre-test and post-test. The final version of the RCI is available in the Supplemental Material [2]. It consists of 24 multiple-choice questions. Throughout this paper individual questions are referred to by their RCI question number.

Each question also has an associated confidence scale. This asks the student to rate how confident they are in their answer. One of five options could be selected from the online form: guessing, unconfident, neutral, confident, and certain. Confidence measures have occasionally been used before with concept inventories [22,23], including in association with the Force Concept Inventory (FCI) [24].

Confidence information is potentially useful for gauging the quality of students’ understanding. For example, consider a question that most students answer correctly. If they also expressed confidence in their answers, this would suggest mastery had been achieved. This was the case for the pair of questions 3 and 4 concerning the constancy of the speed of light. For questions that have high proportions of incorrect answers, high confidence might indicate misconceptions that may be difficult to dispel. This was the case for question 7 concerning a twin paradox type scenario. Low confidence might suggest that instruction about correct concepts may more often be successful.

III. STUDENTS

The RCI data analyzed in this paper were obtained from the 2012 ANU Physics 2 class [25]. This is the second physics course taken by physics majors. It is usually taken in the second semester of their first year at university. The class enrolment was 99, from whom 70 responses were obtained for the pre-test and 63 responses for the post-test, with 53 individuals taking both tests.

The relativity instruction was a three week module of nine lectures, a three hour simulation laboratory using the Real Time Relativity software [26], and three small-group problem-solving tutorials, developed at the ANU. It was assessed by two sets of weekly homework, a prelab problem, a lab log book, and a midterm exam question. The lectures were held in a studio space to encourage interaction and included clicker questions and small-group discussion.

The RCI was administered online in 30 minutes of scheduled class time, although those absent from class were able to complete it outside of class time (12 of 70 for the pre-test and 25 of 63 for the post-test). No significant differences in responses were found between those two groups. All questions were of equal value, with no partial marks given. The mean RCI score on the pre-test was 56%, and on the post-test 71%. For comparison, the expected mean score if answers were chosen randomly is 36%, with a standard deviation of about 1% (see Sec. IVB1 for further explanation). These high scores should be considered in the context of the class being high academic achievers, as indicated by their median Australian Tertiary Admission Rank (ATAR) score of 95, out of a possible 99.95 [27].

IV. DATA ANALYSIS METHODS

In this section we analyze the data obtained from administering the RCI to the Physics 2 class. In Sec. IVA we use classical test theory to investigate the discrimination and consistency of the RCI. In Sec. IVB we investigate the correlations between students’ responses to different RCI questions.

Our analysis is based on the simplifying assumption that students either understand a concept or do not. An alternative analysis, motivated by cognitive science, is that students may simultaneously have different knowledge frameworks for what experts would consider to be the same concept. This has led to an alternative approach called model analysis that seeks to identify these different knowledge frameworks [28]. It has been applied to the FCI [28] and to a conceptual survey of waves [29]. We have not attempted a model analysis.

As our sample size is small, we paid particular attention to the statistical significance of correlations. Where possible, we calculated the probability that the observed correlations might arise by chance from sampling noise rather than from actual properties of the underlying population: so-called p values. In the language of physics and engineering, we attempted to distinguish the signal from the noise [30].

For approximately normally distributed data, statistical significance was determined using standard deviations from the mean. Otherwise, we used either the Kolmogorov-Smirnov test [31] or Monte Carlo simulations to calculate the probability that the correlation could have arisen by chance. The Kolmogorov-Smirnov test is preferred over the \( \chi^2 \)-squared test for small sample sizes [32].

The Kolmogorov-Smirnov test determines the probability that the two data sets being compared are drawn from the same distribution. It uses the maximum difference \( D_{\text{data}} \) between the cumulative probability distributions of the two data sets. The probability distribution of \( D \) is known in the case that they are drawn from the same distribution. Hence, one can determine the probability that \( D \) exceeds the observed \( D_{\text{data}} \). This is the probability \( p \) that the two data sets are drawn from the same distribution.

A. Classical test theory

Classical test theory provides a set of statistics for estimating the discrimination and consistency of a test. Discrimination is the capability to quantify students’ understanding of the subject of the inventory.
TABLE II. RCI post-test statistics. Sample size N = 63 students. The desired ranges are those suggested by Ding and Beichner [34].

<table>
<thead>
<tr>
<th>Statistic</th>
<th>RCI value</th>
<th>Desired range</th>
</tr>
</thead>
<tbody>
<tr>
<td>Mean item difficulty</td>
<td>0.71</td>
<td>[0.3, 0.9]</td>
</tr>
<tr>
<td>Mean discrimination index</td>
<td>0.24</td>
<td>≥ 0.3</td>
</tr>
<tr>
<td>Ferguson’s delta</td>
<td>0.96</td>
<td>≥ 0.9</td>
</tr>
<tr>
<td>Mean point biserial coefficient</td>
<td>0.36</td>
<td>≥ 0.2</td>
</tr>
<tr>
<td>KR20 reliability</td>
<td>0.74</td>
<td>≥ 0.7</td>
</tr>
</tbody>
</table>

Consistency is the extent to which each question is measuring the same broad understanding. Overviews have been given by Ding et al. [33] and Ding and Beichner [34].

Table II reports some test statistics for the RCI post-test. The desired ranges are boundaries, according to Ding and Beichner [34], beyond which consideration should be given to possible problems with the inventory. The item difficulty of question number \( i \) is the fraction of correct answers, \( P_i = N_{\text{correct}}/N_i \), where \( N_i \) is the total number of answers to the question. Figure 1 shows the item difficulties for each question. The post-test RCI item difficulty averaged over all questions, \( (P) = 0.71 \), tells us that the test was rather easy. However, as noted in the previous section, the class was particularly accomplished.

The only RCI statistic in Table II falling outside the desired range is the mean discrimination index. This compares the number of students whose total RCI results were in the top quartile to those in the bottom quartile. The mean discrimination index for a question takes the difference between the fraction of correct answers to that question from students in the top quartile \( N_{1T} \) and from those in the bottom quartile \( N_{1B} \):

\[
D_i = N_{1T}/(0.25N) - N_{1B}/(0.25N) \]

The mean discrimination index is the mean of the discrimination indices for all questions. The low RCI value in Table II is partially due to the ease of the RCI, which reduces discrimination because the difference in student performance between the top and bottom quartiles is less than for a difficult test. Questions 12, 13, 14, 20, and 24 had discrimination indices \( D_i \) ≤ 0. Their range of item difficulties was 0.98 ≥ \( P_i \) ≥ 0.52 with a mean of 0.85. These questions should be reconsidered in any RCI revisions. Indeed, in Sec. IV B 2 we recommend removing question 24, concerning mass-energy equivalence. Hence, the low mean discrimination index suggests how the RCI might be improved. Nevertheless, we next show that another measure of discrimination, Ferguson’s delta, is within the acceptable range.

Ferguson’s delta measures how the actual total scores are distributed in comparison to the possible range of scores. If only one particular score was ever achieved, then \( \delta = 0 \), while if all possible scores are achieved equally often, \( \delta = 1 \). Thus, Ferguson’s delta measures the ability of the RCI to discriminate between students’ understanding. It is defined to be [34]

\[
\delta = \frac{N^2 - \sum_{i=1}^{K} f_i^2}{N^2 - N^2/(K+1)},
\]

where \( f_i \) is the number of times the total score was \( i \), and \( K = 24 \) is the number of questions in the inventory. In contrast to the discrimination index, the RCI Ferguson’s delta of \( \delta = 0.96 \) indicates that the RCI has adequate discrimination. We conclude that while the discrimination of the RCI might be improved, it is adequate.

The Pearson’s \( r \) correlation between random variables \( X \) and \( Y \) is defined to be its covariance divided by the product of their standard deviations:

\[
r_{XY} = \frac{\text{Cov}(X, Y)}{\text{Var}(X)\text{Var}(Y)},
\]

where \( \text{Cov}(X, Y) = \langle (X - \langle X \rangle)(Y - \langle Y \rangle) \rangle \) and \( \text{Var}(X) = \langle (X - \langle X \rangle)^2 \rangle \). It ranges in value from \( r = -1 \) for perfectly antecorrelated variables, through \( r = 0 \) for uncorrelated variables, to \( r = 1 \) for perfectly correlated variables. For dichotomous variables, being right or wrong, Pearson’s \( r \) may also be calculated using Eq. (6) given later in Sec. IV B 1.

In classical test theory the point biserial coefficient for a question is the Pearson \( r \) correlation between its item score and the total score for the inventory. Treating question answers as dichotomous variables, the point biserial coefficient for question number \( i \) can be expressed as [34]
\[ r_{pb,i} = \frac{(\langle X_{r,i} \rangle - \langle X_{w,i} \rangle) \sqrt{p_i(1 - p_i)}}{\sigma_X}. \]  

(3)

where \( \langle X_{r,i} \rangle \) is the mean total score for those who got the question right, \( \langle X_{w,i} \rangle \) is the mean total score for those who got the question wrong, and \( \sigma_X \) is the standard deviation of the total score. The RCI mean point biserial coefficient over all post-test questions of \( r_{pb} = 0.36 \) tells us that the RCI questions are consistent in what they measure.

The KR20 reliability statistic is another measure of the internal consistency of the inventory. It estimates the degree of correlation between the answers to questions. A value near 1 indicates that all questions are testing the same thing, while a value near 0 indicates that the answers are independent of each other. A value too close to 1 would be undesirable for the RCI, since it is intended to test a number of different concepts. However, as usual in physics, the concepts are interrelated, so that a deep understanding of relativity requires an understanding of all concepts, so a low value is also undesirable. The KR20 reliability statistic is defined to be [34]

\[
 r_{KR20} = \frac{K}{K-1} \left( \frac{\sigma^2_X - \sum_{i=1}^{K} \sqrt{p_i(1 - p_i)}}{\sigma^2_X} \right). \]  

(4)

The RCI reliability statistic of \( r_{KR20} = 0.74 \) agrees with the mean point biserial coefficient that the RCI questions are consistent in what they measure.

Finally, we consider the changes from the pre-test to the post-test. Figure 1 shows the pre-test item difficulties and the normalized gain for those questions that did not change between the pre-test and post-test, namely, all except numbers 18, 19, and 21. The normalized gain for a question is defined to be the change in item difficulty divided by the maximum possible change in item difficulty, \( g_i = (P_{i,post} - P_{i,pre})/(1 - P_{i,pre}) \) [35]. It is the fraction of the possible improvement that was achieved following instruction. The RCI normalized gain averaged over all questions was \( \langle g \rangle = 0.40 \). According to the Kolmogorov-Smirnov test, the probability that the pre-test and post-test results were sampled from the same population was \( p = 4 \times 10^{-6} \). Hence, we conclude that the normalized gain is statistically significant.

**B. Question correlations**

Correlations between students’ responses to different questions can provide information on the reliability of concept inventories. They can also provide information about students’ understanding, as we will show in Sec. VA.

As usual in statistical analysis, we assume that our sample, the Physics 2 class, is a subset of a larger population that we want to understand. This might be all students who have taken, or will take, a similar course. We assume that our sample of students is randomly chosen from the larger population and that its statistics estimate those of the larger population. However, in the particular sample, correlations can arise by chance even when no underlying correlation exists. Hence, it is important to calculate the statistical significance of correlations, especially with small sample sizes, such as ours. This tells us the probability that we might be misled by sample noise, and hence informs any action that might be taken based on the statistical evidence.

For example, for the 24 questions in the RCI there are \((24 \times 23)/2 = 276 \) possible correlations between question pairs. Using the post-test data to calculate these correlations, we find they have a distribution of values with mean \( \langle r \rangle = 0.1 \) and standard deviation of 0.15, consistent with a population mean of zero. The distribution is shown in Fig. 2. To understand why this distribution should alter our choice of statistical significance threshold, assume there was a hypothetical 5% chance of correlations above a certain strength occurring between any particular question pair, entirely due to random variation in the data. Then we would expect to find about 276 \( \times 0.05 = 14 \) so-correlated question pairs by chance. Choosing an acceptance threshold of \( p < 1/276 = 4 \times 10^{-3} \) ensures that in the long run less than one correlation is accepted due to sampling noise alone. Such care is required whenever there are many noisy channels in which a signal is being sought. However, it comes at the cost of an increased likelihood of missing correlations that in fact exist in the larger population.

A related problem is determining the significance of the absence of expected correlations. For example, consider two questions that were designed to test the same concept but that are not significantly correlated according to the student data. What strength of correlation can the data reliably rule out?

We have addressed such questions using Monte Carlo simulation. As this approach is not common in physics education research, we describe it in some detail in the next section.

![FIG. 2 (color online). Histogram of the Pearson’s r correlations between all 276 question pairs from the post-test data. The correlations are calculated using Eq. (6), with the \( p_{XY} \) derived from the data.](image)
1. Monte Carlo simulation

Our Monte Carlo simulations are based on stochastic models of the student population. Random samples are drawn from the model and their distributions used to estimate statistical significance. As models are simplified descriptions of students’ responses, such estimates must be treated with care. Nevertheless, they help quantify the degree to which correlations in the data imply correlations in the larger population.

An example, concerning means rather than correlations, was given in Sec. III. The standard deviation in randomly answered mean scores was estimated from a model in which the answer to each question was chosen with uniform probability. The mean scores of samples of size \( N = 70 \) were approximately normally distributed with a mean of 36% and a standard deviation of about 1%. Since the pre-test mean of 56% is then about 20 standard deviations from the mean, we can conclude that the students are not guessing their answers.

More interesting is the estimation of the statistical significance of correlations between two questions. Let us call them Q1 and Q2. We code the question answers as correct (1) or incorrect (0). There are then four possible answers to the two questions: both correct, both incorrect, only Q1 correct, and only Q2 correct. Our model of the larger student population assumes that students’ answers follow the multinomial distribution over these four possible outcomes.

Let \( p_{11} \) be the probability that both questions are answered correctly, \( p_{00} \) the probability that both are answered incorrectly, \( p_{10} \) the probability that only Q1 is answered correctly, and \( p_{01} \) the probability that only Q2 is answered correctly. The multinomial probability function is then [32]

\[
\Pr(N_{11}, N_{00}, N_{10}, N_{01}) = \frac{N!}{N_{11}! N_{00}! N_{10}! N_{01}!} p_{11}^{N_{11}} p_{00}^{N_{00}} p_{10}^{N_{10}} p_{01}^{N_{01}},
\]

where \( N_{XY} \) is the number of \( XY \) outcomes from a sample of \( N \) answers. Three equations, in addition to the normalization, \( p_{11} + p_{00} + p_{10} + p_{01} = 1 \), specify the distribution.

We take these to be the probability of a correct answer to Q1, \( P_1 = p_{11} + p_{10} \), the probability of a correct answer to Q2, \( P_2 = p_{11} + p_{01} \), and the Pearson’s \( r \) correlation between the answers to Q1 and Q2,

\[
r_{12} = \frac{p_{11}p_{00} - p_{10}p_{01}}{\sqrt{(p_{11} + p_{10})(p_{11} + p_{01})(p_{00} + p_{10})(p_{00} + p_{01})}}.
\]

Hence, specifying \( P_1, P_2 \), and \( r_{12} \) determines the distribution. The first two are estimated by the item difficulties from the student data. In contrast, the correlation is chosen to test a significance hypothesis. For example, say the student data have a correlation of \( C \), and we want to know whether this is significant. We then choose the model correlation to be \( r_{12} = 0 \). Taking Monte Carlo samples from the model [36], we can determine the probability that correlations equal to or larger than the observed correlation \( C \) arise from the model with zero correlation. If this probability is \( p \), we would say that the observed correlation is statistically significant at the \( p \) level.

Monte Carlo significance testing of our post-test data found the seven correlations shown in Table III to be significant at the \( p \leq 10^{-3} \) level. From the argument at the beginning of Sec. IV B, these are unlikely to arise randomly. The first three are expected correlations between conceptually related questions. However, the others are unexpected. In the next section we explain the observed correlations between these conceptually unrelated questions using item response theory.

It is surprising that Table III does not contain more correlations between conceptually related questions. However, the fact that an observed correlation is not statistically significant does not, in itself, justify the conclusion that there is no correlation in the larger population. As far as the data alone are concerned, it leaves us uncertain either way.

One way of dealing with this problem is based on Bayes’s theorem [30]. In our context, this approach assigns prior probabilities to correlations. These probabilities are then adjusted according to the statistical evidence from the data. This has the advantage that correlations that we have prior reason to believe exist, for example, between conceptually related RCI questions, are less likely to be rejected as noise than do correlations that we have no prior reason to believe exist. Although we will not use quantitative Bayesian statistics, the Bayesian framework helps explain the lack of expected correlations in Table III, as it takes no account of prior information.

Alternatively, further Monte Carlo simulations might show that sufficiently strong correlation values are unlikely. In cases for which we expected a correlation, this would justify a reconsideration of our reasons for that expectation. For example, we could select an assumed strong correlation \( C_A \) and set the model correlation equal to

<table>
<thead>
<tr>
<th>Questions</th>
<th>Pearson’s ( r )</th>
<th>( p ) value</th>
</tr>
</thead>
<tbody>
<tr>
<td>1, 2</td>
<td>0.56</td>
<td>(&lt;5 \times 10^{-5})</td>
</tr>
<tr>
<td>5, 6</td>
<td>0.56</td>
<td>(&lt;5 \times 10^{-5})</td>
</tr>
<tr>
<td>11, 12</td>
<td>0.44</td>
<td>(4 \times 10^{-4})</td>
</tr>
<tr>
<td>3, 9</td>
<td>0.43</td>
<td>(3 \times 10^{-4})</td>
</tr>
<tr>
<td>15, 22</td>
<td>0.44</td>
<td>(5 \times 10^{-4})</td>
</tr>
<tr>
<td>2, 7</td>
<td>0.39</td>
<td>(7 \times 10^{-4})</td>
</tr>
<tr>
<td>9, 22</td>
<td>0.38</td>
<td>(9 \times 10^{-4})</td>
</tr>
</tbody>
</table>
it, $r_{12} = C_A$. From Monte Carlo simulations we could then
determine the probability $p$ that the simulated correlations are
equal to or less than the observed correlation $C$, even
though the model correlation is $C_A$. If this probability is
sufficiently small, we may rule out the assumed correlation at the $p$
level.

2. Item response theory

It is reasonable to assume that a major determinant of
whether a student answers a question correctly is their
academic ability. Given a question pair, strong students
will tend to get both right and weak students will tend to
get both wrong, strengthening the overall correlations. If
this assumption is correct, then removing that part of
students’ performance due to academic ability may
increase the correlations due to conceptual relations.
(This idea was suggested to us by Dr. Paul Francis
of ANU.) This may be achieved using item response
theory [34].

Item response theory, sometimes called Rasch analysis
[37], assumes that there is one parameter that describes the
performance of student number $j$, their ability $\theta_j$, and one
parameter, $b_i$, that describes the difficulty of question
number $i$. These are generated by a logistic regression
algorithm [38] from the student data to provide a maximum
likelihood estimate for the probability of student $j$ getting
question $i$ correct from the model

$$P_{ij} = \frac{e^{(\theta_j - b_i)}}{1 + e^{(\theta_j - b_i)}}. \quad (7)$$

Let $M_{ij}$ be the actual response of student $j$ to question $i$,
coded so 1 is correct and 0 incorrect. The residuals $R_{ij} = 
M_{ij} - P_{ij}$ measure the deviation of the particular student $j$
and question $i$ from the population of students and ques-
tions with the same respective ability and difficulty.
According to item response theory, these residuals have
the student ability and question difficulty factors removed.
Hence, correlations between the residuals are due to factors
other than student’s ability and question difficulty.

We therefore calculated the correlations between the
residuals for each question pair, averaged over all $N$
students,

$$C_{ik} = \frac{1}{N} \sum_{j=1}^{N} R_{ij} R_{kj}. \quad (8)$$

These correlations were found to be approximately nor-
malistically distributed with mean 0 (by construction of the $P_{ij}$)
and standard deviation 0.02. We consider the statistically
significant correlations to be those that are more than 3
standard deviations from the mean, that is, with a one-sided
$p$ value of $< 2 \times 10^{-3}$. Table IV lists these.

The three positively correlated questions are precisely
the conceptually related pairs in the raw scores correlation
Table III. All the other correlations in Table III are absent.

Hence, student ability, as modeled by item response theory,
explains the correlations between the raw scores of con-
ceptually unrelated questions.

The last two rows in Table IV are anticorrelations, with
one-sided $p$ values of $\approx 3 \times 10^{-4}$. The first anticorrelation
is surprising as both questions 7 and 8 were designed to test
the concept of time dilation, and hence were expected to be
positively correlated. However, as we shall see in Sec. VA,
question 7 is unusual in being one of the two questions
having an anticorrelation with confidence.

There is no obvious relation between the second anti-
correlated pair, questions 23 (causality) and 24 (mass-
energy). However, question 24 is unusual in being the
only question with a negative normalized gain, as can be
seen in Fig. 1. Hence, we recommend that question 24 be
removed from the RCI.

V. RESULTS

The previous section focused on statistical methods and
their application to establishing the consistency and reliabil-
ity of the RCI. In this section the focus is on the
implications of the RCI results for special relativity edu-
cation. We first consider some of the misconceptions
revealed by the RCI and then show that the RCI is gender
biased.

A. Misconceptions

For our analysis we numerically coded the five confi-
dence options as guessing (0), unconfident (0.25), neutral
(0.5), confident (0.75), and certain (1). For the pre-test data
the mean confidence over all questions and all students was
0.5 (neutral), and for the post-test it was 0.68 (neutral to
certain). In this section the focus is on the implications of the RCI results for special relativity edu-
cation. We first consider some of the misconceptions
revealed by the RCI and then show that the RCI is gender
biased.

The average of the Pearson’s $r$ correlation, Eq. (2),
between students’ confidence and their score for each
question was $\langle r_i \rangle = 0.11$ for the pre-test and $\langle r_i \rangle = 0.19$
for the post-test. These are different at the $p = 0.01$ level
of significance. Hence, after instruction students not only
became more confident but were also more likely to answer correctly and confidently.

Most individual questions in the post-test had a positive correlation between confidence and score, which indicates some mastery of the relevant concepts. However, two questions had negative correlations: question 7 ($r_7 = -0.3$) and question 23 ($r_{23} = -0.2$), significantly different from 0 with $p \leq 0.05$. These negative correlations suggest gaps in students’ postinstruction mastery.

Question 7 had nearly equal numbers of correct and incorrect answers: item difficulty $P_7 = 0.54$. Of those students who rated their confidence as either certain or confident, nearly equal numbers answered correctly and incorrectly. This indicates a misconception about time dilation, which is not captured by the other time dilation questions 5, 6, and 8 that have positive correlations between confidence and score of $r = 0.2, 0.25, 0.4$, respectively. One difference between these questions is that the latter are phrased in terms of observations, whereas question 7 is about an experience: traveling across the galaxy. It may be that students are displaying the misconception that while time dilation applies to observations of things, it does not apply to the things themselves.

The other negatively correlated question is 23, concerning the concept of causality. Most of those who answered it correctly rated their confidence as either guessing or unconfident, suggesting a weak conceptual understanding.

Questions 5 and 6 of the RCI are a pair testing understanding of time dilation. They ask about the same situation from two different inertial reference frames, with each observer measuring the other’s clock to run slow. Their pre-test item difficulties were $P_{5,\text{pre}} = 0.63$ and $P_{6,\text{pre}} = 0.34$, the difference being significant at the $p = 0.05$ level. Furthermore, their answers were anticorrelated, $r_{56,\text{pre}} = -0.25$, significant at the $p = 0.02$ level.

Correct relativistic thinking would recognize the symmetry between the two reference frames and hence lead to correlation between the answers. However, the anticorrelation suggests an asymmetry misconception in which A measuring B’s clock to run slow implies B measuring A’s clock to run fast. This is related to absolute motion misconceptions regarding Galilean relativity reported by Panse et al. [10]. The following student comment from a Real Time Relativity [26] lab session on time dilation is an example of both the absolute rest frame and asymmetry misconceptions:

The clocks are stationary, and I’m moving . . . so my clock is running slow, which is why the clocks are running fast compared to mine . . . .

As Tables III and IV show, the post-test questions 5 and 6 were the most highly correlated of all pairs, with $r_{56,\text{post}} = 0.56$, significant at the $p \leq 5 \times 10^{-5}$ level. This indicates that relativistic thinking has been achieved after instruction and the asymmetry misconception reduced. The post-test item difficulties were $P_{5,\text{post}} = 0.83$ and $P_{6,\text{post}} = 0.78$, with corresponding normalized gains of $g_5 = 0.54$ and $g_6 = 0.67$.

Evidence from class assessment items indicated that the asymmetry misconception also occurred for length contraction. However, the RCI has no symmetrical pair of length contraction questions to test this. Hence, we recommend that a symmetrical partner question be added to the existing RCI length contraction question 13.

## B. Gender differences

In the Physics 2 class we found statistically significant gender differences in the RCI results. The pre-test was taken by 19 females and 51 males, the post-test by 18 females and 45 males. Of those who took both tests 15 were female and 38 were male. As shown in Table V, males scored higher than females in the pre-test, post-test, normalized gain, and in confidence. All these differences are significant at the $p \leq 0.05$ level according to the Kolmogorov-Smirnov test.

In contrast, the gender groups were statistically identical for assessable homework and for the midterm exam relativity question. There was also no difference in prior achievement as measured by the ATAR score (discussed in Sec. III).

There were only four individual questions for which the gender difference was statistically significant ($p < 0.05$): questions 1 and 2 concerning inertial frames, question 9 concerning velocity addition, and question 17 concerning length contraction. In each of these cases the difference in item difficulty between males and females was $\geq 0.27$. For more than half the questions the magnitude of this difference was $\leq 0.1$.

Similar results have been reported for the Force Concept Inventory [39–42] and Brief Electricity and Magnetism Assessment (BEMA) [43]. There is a report of the FCI

<table>
<thead>
<tr>
<th>Statistic</th>
<th>Females</th>
<th>Males</th>
<th>$p$ value</th>
</tr>
</thead>
<tbody>
<tr>
<td>$\langle P_{\text{pre}} \rangle$</td>
<td>0.50</td>
<td>0.58</td>
<td>0.02</td>
</tr>
<tr>
<td>$\langle P_{\text{post}} \rangle$</td>
<td>0.63</td>
<td>0.72</td>
<td>0.003</td>
</tr>
<tr>
<td>$\langle g \rangle$</td>
<td>0.23</td>
<td>0.38</td>
<td>0.05</td>
</tr>
<tr>
<td>$\langle c_{\text{pre}} \rangle$</td>
<td>0.41</td>
<td>0.53</td>
<td>0.02</td>
</tr>
<tr>
<td>$\langle c_{\text{post}} \rangle$</td>
<td>0.64</td>
<td>0.70</td>
<td>0.04</td>
</tr>
<tr>
<td>$\langle \chi_{\text{exam}} \rangle$</td>
<td>0.66</td>
<td>0.67</td>
<td>0.95</td>
</tr>
<tr>
<td>$\langle \chi_{\text{norm}} \rangle$</td>
<td>0.75</td>
<td>0.75</td>
<td>1</td>
</tr>
<tr>
<td>(ATAR)</td>
<td>94.2</td>
<td>93.5</td>
<td>0.96</td>
</tr>
</tbody>
</table>
VI. CONCLUSIONS

Classical test theory suggests that the RCI may be too easy and, perhaps consequently, insufficiently discriminat-

ing. However, we do not recommend revisions, other than those suggested below, until data from a wider range of

students have been analyzed.

In Sec. IV B 2 we concluded that question 24, concerning the concept of mass-energy equivalence, should be removed from the RCI. It has zero discrimination, and is the only question having a negative normalized gain between the pre-test and post-test. It was also found to have a strong negative correlation with an apparently unrelated question. If removed, the concept of mass-energy equivalence would not be tested by the RCI.

In Sec. VA we concluded that a frame symmetrical pair of length contraction questions is desirable, mirroring the symmetrical pair of time dilation questions. Hence, we recommend that a partner question be added to the existing RCI length contraction question 13. However, any such question would require validation along the lines described in Sec. II.

The evidence presented in Sec. VB suggests that the RCI is gender biased. Previous work has shown similar biases in the Force Concept Inventory and in other concept inventories. Concept inventories are useful because they can help evaluate innovation and hence improve teaching. However, if their evaluations are biased with respect to certain student groups, there is a risk that improved learning for some comes at the expense of the learning of others. It is a task for future physics education research to investigate and understand this interesting and important problem.

ACKNOWLEDGMENTS

We would like to thank the academics and students who helped develop the RCI. We would especially like to acknowledge A. Wilson for her help with the student interviews, and P. Francis for his advice on statistical analysis.


[21] Expert input was solicited by Email from the members of the Australasian Society for General Relativity and Gravitation and from members of the Education Group of the Australian Institute of Physics. Responses were also obtained through a posting to the Matter and Interactions Yahoo group.
[25] The data collection for the analysis presented in this paper was approved by the ANU Human Research Ethics Committee: Human ethics protocol 2012/380.
[27] The ATAR score ranks graduating secondary school students. The Physics 2 median ATAR score of 95 indicates that the median student scored higher than 95% of other students that were in their cohort in year 7.
[28] Lei Bao and Edward F. Redish, Model analysis: The ATAR score ranks graduating secondary school students. The Physics 2 median ATAR score of 95 indicates that the median student scored higher than 95% of other students that were in their cohort in year 7.
[35] We used the MultiNominalDistribution function of MATHEMATICA 8 to generate our random samples.